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The Rényi Divergence

What is the Rényi divergence and why should we use it?

How to do security proofs involving distribuধons:
ó The standard approach: using the staধsধcal distance ∆.

õ Take a hard problem relying on some ideal distribuধon Q,
õ Replace Q by a “real-life” distribuধon P ,
õ If ∆(P,Q) is small enough, we win: the problem is sধll hard.

ó In laষce-based cryptography: It is ođen relevant to replace the staধsধcal
distance with the Rényi divergence.

õ More efficient in many cases [LSS14, LPSS14, BLL+, BGM+],
õ But trickier to use.

Moধvaধon of this work:
1 Formalize and opধmize the use of the Rényi divergence in security proofs
⇒ Secধon 2.

2 Five more applicaধons of the Rényi divergence to laষce-based cryptography
⇒ Secধon 3.
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The Rényi Divergence

The Rényi Divergence

Definiধon. For a ∈ (1,+∞), the Rényi divergence between two distribuধons P,Q
is

Ra(P∥Q) =

 ∑
x∈Supp(P)

P(x)a

Q(x)a−1

 1
a−1

Moধvaধon. We consider a cryptographic scheme doing q queries to a distribuধon
Di (i ∈ {0, 1}), we note εi the probability of an event breaking the scheme.

ó With the staধsধcal distance:

ε0 ≥ ε1 − q∆(D1,D0) ∆ ≤ 2−λ ⇒ we win

ó With the Rényi divergence:

ε0 ≥ ε
a

a−1
1 /Ra(D1∥D0)

q logRa ≤ 2−q ⇒ we win

Observaধon. For “equal” values (logRa ≈ ∆), Rényi divergence is more interesধng
when q ≪ 2λ [BLL+].

ó Typically, λ ∈ {128, 192, 256}.
ó In the NIST call for post-quantum schemes, q = 264.
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Three useful lemmas

The first and second lemmas

1 Tailcut. Let δ > 0 such that Dδ
D ≤ 1 + δ. For a ∈ (1,∞]:

õ Ra(Dδ||D) ≤ (1 + δ)a/a−1

Example: Dδ is a tailcut of D (discard a set S such that D(S) ≤ δ).

2 Relaধve error. Suppose Supp(Dδ) = Supp(D).
Let δ > 0 such that 1− δ ≤ Dδ

D ≤ 1 + δ. For a ∈ (1,∞):

õ Ra(Dδ||D) ≤
(
1 +

a(a−1)δ2

2(1−δ)a+1

) 1
a−1 ∼

δ→0
1 + aδ2

2

Example: Dδ implements D with finite precision (relaধve error δ).

x

y

D
Dδ

x

y

D
Dδ

Tailcut lemma usecase Relaধve error lemma usecase
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Three useful lemmas

The third lemma

The max-log distance. Introduced in [MW17].1
For two distribuধons P and Q over the same support S:

∆ML(P,Q) = max
x∈S
| logP(x)− logQ(x)|

Unlike the Rényi divergence, it is a distance, so it verifies the:
ó Triangle inequality: ∆ML(P,R) ≤ ∆ML(P,Q) + ∆ML(Q,R)
ó Symmetry: ∆ML(P,Q) = ∆ML(Q,P)

[MW17] essenধally states that ∆ML ≤ 2−λ/2 ⇒ we win .

3 A reverse Pinsker inequality. For two distribuধons P,Q of common support,
we have:

Ra(P||Q) ≤
(
1 +

a(a− 1)(e∆ML(P,Q) − 1)2

2(2− e∆ML(P,Q))a+1

) 1
a−1

∼
∆ML→0

1 +
a∆ML(P,Q)2

2

Consequence: Instead of ∆ML ≤ 2−λ/2 , we only need ∆ML ≤ 1√
a
2−q/2 .

1Actually similar to the differenধal privacy.
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Framework for proving stuff

Framework for using the Rényi Divergence

1 Take your favourite scheme
2 Set more aggressive parameters:

1 First, try to apply the relaধve error lemma
(the most powerful)

2 Wherever it doesn’t work, apply either the
tailcut lemma or the reverse Pinsker’s
inequality

! Taking Ra ≤ 1 + 2−q is sufficient.
! Taking a = 2λ gives ধght, efficient proofs.

3 Write an arধcle
R
a
(D

,D
δ
)

∆ML(D
,Dδ)

R
∞

(D
,D

δ )

! These arguments are only valid for search problems!
For decision problems, achieving the same efficiency is sࣅll open.

! In the rest of this presentaࣅon, we assume that we have less than 264 queries.
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Applicaধon 1: Security of a Sampler from [MW17]

Security of a Sampler from [MW17]

Context. A new sampler over Z was introduced in [MW17].

Previous works. [MW17] perform a max-log distance-based analysis of the sampler.
They find that

64 bits of precision⇒ ∆ML ≤ 2−50 ⇒ About 100 bits of security

This work. We use the reverse Pinsker’s inequality:

64 bits of precision ⇒ ∆ML ≤ 2−50

⇒ Ra ≤ 1 + 2−96

⇒ 256 bits of security, even with up to 294 queries

We gain this much security for free.
No knowledge about the sampler is required.
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Applicaধon 2: Revisiধng the Table Approach

Revisiধng the Table Approach

Context. We study the use of precomputed tables for sampling discrete distribuধons
– typically, (pseudo)Gaussians.

Previous works. Exisধng approachs [Pei10, PDG14, DG14] require high precision
(≥ λ/2) and/or floaধng-point arithmeধc.

This work. We propose a simple approach which requires less than 64 bits of fixed
precision in pracধce.
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Applicaধon 2: Revisiধng the Table Approach

The classical CDF-table approach

Let D be a distribuধon over N that we want to sample from.
We suppose we have a precomputed table of CDFD defined over N by:

CDFD(z) =
∑
i≤z

D(i)

Algorithm 1 CDF sampler

Require: A precomputed table of CDFD
1: z ← 0
2: u← [0, 1] uniformly
3: while u ≥ CDFD(z) do
4: z ← z + 1

5: Return z

Suppose we want to sample a half-Gaussian D+
σ .

ó Staࣅsࣅcal distance-based analysis. We need to store about:
õ σ ·

√
2λ values,

õ With a precision λ.
ó Rényi Divergence-based analysis. We need to store about:

õ σ ·
√
2q values,

õ With a precision λ. But we prefer/expect log2(q) or log2(q)/2!



Introducধon Theory Pracধce Conclusion

Applicaধon 2: Revisiধng the Table Approach

The CoDF sampler

Our soluধon. We use a “Rényi divergence-friendly“ table. This requires a different
algorithm. We define the condiধonal density funcধon of D by:

CoDFD(z) = D(z)/
∑
i≥z

D(i)

Algorithm 2 CoDF sampler

Require: A precomputed table of CoDFD
Ensure: z ← D

z ← 0
u← [0, 1] uniformly
while u ≥ CoDFD(z) do

z ← z + 1
u← [0, 1] uniformly

Return z

Suppose we want to sample a half-Gaussian D+
σ .

ó Rényi Divergence-based analysis. We need to store about:
õ σ ·

√
2q values,

õ With a precision log2(q)/2!
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Applicaধon 2: Revisiধng the Table Approach

Example and Conclusion

A pracধcal example: the distribuধon D+
Z,0.85... from [DDLL13].

ó CDF+SD approach: 20 elements of 266 bits each⇒ ≈ 5 300 bits.
ó CoDF+RD approach: 11 elements of 53 bits each⇒ ≈ 600 bits.

Conclusion:
ó Both in theory and pracধce, we gain an order of magnitude.
ó Requires only standard (64 bits) fixed-point arithmeধc.
ó HIghly composable with other table-based techniques.
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Applicaধon 4: Standard Deviaধon of Trapdoor Samplers

Context. Trapdoor sampling allows to sample a discrete Gaussian DΛ(B),σ,c.
ó Allows hash-and-sign, IBE [GPV08], standard model signatures

[CHKP10, Boy10], hierarchical IBE [CHKP10, ABB10a, ABB10b],
aħribute-based encrypধon [Boy13, BGG+14] and so on.

ó Current algorithms [Kle00, GPV08, Pei10, MP12, DP16] heavily rely on
floaধng-point arithmeধc.

This work. Two axes of improvement for trapdoor samplers:
1 Squeezing the standard deviaধon
2 Reducing the required precision
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Applicaধon 4: Standard Deviaধon of Trapdoor Samplers

Our test subject: Klein’s sampler

Algorithm 3 KleinL,σ(t)

Require: σ ≥ ηϵ(Zn) · ∥B∥GS, the Gram-Schmidt orthogonalizaধon B = L · B̃, the
values σj = σ/∥b̃j∥ and a target t

Ensure: A vector z such that zB← DΛ(B),σ,tB
for j = n, . . . , 1 do

cj ← tj +
∑

i>j(tj − zj)Lij

zj ← DZ,σj ,cj

return z

There are two operaধonal constraints over the standard deviaধon σ:
1 σ too large⇒ KleinL,σ does not solve a hard problem and is useless in a
cryptographic context.

2 σ too small⇒ KleinL,σ does not behave like a perfect Gaussian oracle anymore.
So the standard deviaধon must be small but the output of KleinL,σ must sধll look like
a Gaussian distribuধon.
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Applicaধon 4: Standard Deviaধon of Trapdoor Samplers

Trapdoor Sampling

q λ

σ
Hardness
SD [GPV08, DN12]
KLD [DLP14]
RD
RD (q ≤ 264)

The adequate value for σ is at the intersecধon of the hardness curve (constraint 1 )
and the SD/KLD/RD curve (constraint 2 ).

ó A Rényi divergence-based analysis proves to be much more efficient than an
SD/KLD-based one.

ó Interesধng fact: in pracধce, σ is not condiধoned by λ but by q.
In pracধce, we gain about 30 bits of security (compared to the SD).



Introducধon Theory Pracধce Conclusion

Applicaধon 5: Precision of Trapdoor Samplers

What about the precision?

ó Previous works [LP15, Pre15]. a security of 256 bits requires about 150 bits
of precision (completely impracধcal).

ó This work: a security of 256 bits requires about 61 bits of precision.
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Quick Summary

Theory.
ó We provide tools to opধmize the use of the Rényi divergence for security

proofs.
ó Thanks to the reverse Pinsker’s inequality, the fact that the Rényi divergence is

not a distance is no longer a problem.
ó These results are generic (not limited to laষce-based cryptography).

Pracধce.
ó We get rid of high-precision arithmeধc for a new sampler [MW17], rejecধon

sampling, table-based sampling (with a new algorithm) and trapdoor sampling.
ó We manage to squeeze the standard deviaধon of trapdoor samplers. This

automaধcally increases security.
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Open Quesধons

Open quesধons.
1 Implementaধon?
2 How can we compose the CoDF with other table-based approaches?
3 Other uses (in parধcular for reducing standard deviaধons)?
4 Other trapdoor samplers (probably easy but tedious)?
5 Can we get improvements outside of laষce-based cryptography?
6 Can we achieve a similar efficiency for decision problems?

Thanks!
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